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Logical vs. Physical Address Space 

 The concept of a logical address space that is bound to a separate 
physical address space is central to proper memory management 
 Logical address – generated by the CPU; also referred to as 

virtual address 
 Physical address – address seen by the memory unit 

 Logical and physical addresses are the same in compile-time and 
load-time address-binding schemes; logical (virtual) and physical 
addresses differ in execution-time address-binding scheme 

SsGN
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Memory-Management Unit (MMU) 

 Hardware device that maps virtual to physical address 
 

 In MMU scheme, the value in the relocation register is 
added to every address generated by a user process at 
the time it is sent to memory 
 

 The user program deals with logical addresses; it never 
sees the real physical addresses 
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Operations Performed on Directory 

 Search for a file 
 

 Create a file 
 

 Delete a file 
 

 List a directory 
 

 Rename a file 
 

 Traverse the file system (tree search) 
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Direct Memory Access 

 Used to avoid programmed I/O (one byte at a time) for large data movement  
 

 Requires DMA controller 
 

 Bypasses CPU to transfer data directly between I/O device and memory  
 

 OS writes DMA command block into memory  
 Source and destination addresses 
 Read or write mode 
 Count of bytes 
 Writes location of command block to DMA controller 
 Bus mastering of DMA controller – grabs bus from CPU 
 When done, interrupts to signal completion 
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Application I/O Interface 
 I/O system calls encapsulate device behaviors in generic classes 
 Device-driver layer hides differences among I/O controllers from kernel 
 New devices talking already-implemented protocols need no extra work 
 Each OS has its own I/O subsystem structures and device driver frameworks 
 Devices vary in many dimensions 

 Character-stream or block 
 Sequential or random-access 
 Synchronous or asynchronous (or both) 
 Sharable or dedicated 
 Speed of operation 
 read-write, read only, or write only 
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Improving Performance 
 Reduce number of context switches 

 
 Reduce data copying 
  
 Reduce interrupts by using large transfers, smart controllers, polling 
  
 Use DMA 

 
 Use smarter hardware devices 

 
 Balance CPU, memory, bus, and I/O performance for highest throughput 

 
 Move user-mode processes / daemons to kernel threads 
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Protection and Security 
 Protection – any mechanism for controlling access of processes or users to resources 

defined by the OS 
 

 Security – defense of the system against internal and external attacks 
 Huge range, including denial-of-service, worms, viruses, identity theft, theft of service 

 

 Systems generally first distinguish among users, to determine who can do what 
 User identities (user IDs, security IDs) include name and associated number, one per 

user 
 User ID then associated with all files, processes of that user to determine access 

control 
 Group identifier (group ID) allows set of users to be defined and controls managed, 

then also associated with each process, file 
 Privilege escalation (increase) allows user to change to effective ID with more rights 
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Principles of Protection 
 Guiding principle – principle of least privilege 

 Programs, users and systems should be given just enough privileges to perform their tasks 
 Limits damage if entity has a bug, gets abused 
 Can be static (during life of system, during life of process)  
 Or dynamic (changed by process as needed) – domain switching, privilege escalation 
 “Need to know” a similar concept regarding access to data 

 
 Must consider “grain” aspect 

 Rough-grained  privilege management easier, simpler, but least privilege now done in large chunks 
 For example, traditional Unix processes either have abilities of the associated user, or of root 

 Fine-grained management more complex, more overhead, but more protective 
 File ACL lists, RBAC 

 
 Domain can be user, process, procedure 
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The Security Problem 
 System secure if resources used and accessed as intended under all circumstances 

 Unachievable 
 

 Intruders (crackers) attempt to breach security 
 

 Threat is potential security violation 
 

 Attack is attempt to breach security 
 

 Attack can be accidental or malicious 
 

 Easier to protect against accidental than malicious misuse 
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Security Violation Categories 
 Breach of confidentiality 

 Unauthorized reading of data 
 Breach of integrity 

 Unauthorized modification of data 
 Breach of availability 

 Unauthorized destruction of data 
 Theft of service 

 Unauthorized use of resources 
 Denial of service (DOS) 

 Prevention of legitimate use 
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Security Violation Methods 
 

 Masquerading (breach authentication) 
 Pretending to be an authorized user to escalate privileges 

 Replay attack 
 As is or with message modification 

 Man-in-the-middle attack 
 Intruder sits in data flow, masquerading as sender to receiver and vice versa 

 Session hijacking 
 Intercept an already-established session to bypass authentication 
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Security Measure Levels 
 Impossible to have absolute security, but make cost to perpetrator sufficiently high to deter most intruders 
 Security must occur at four levels to be effective: 

 Physical 
 Data centers, servers, connected terminals 

 Human 
 Avoid social engineering, phishing, dumpster diving 

 Operating System 
 Protection mechanisms, debugging 

 Network 
 Intercepted communications, interruption, DOS 

 Security is as weak as the weakest link in the chain 
 But can too much security be a problem? 
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Program Threats (Cont.) 
 Logic Bomb 

 Program that initiates a security incident under certain circumstances 
 Stack and Buffer Overflow 

 Exploits a bug in a program (overflow either the stack or memory buffers) 
 Failure to check bounds on inputs, arguments 
 Write past arguments on the stack into the return address on stack 
 When routine returns from call, returns to hacked address 

 Pointed to code loaded onto stack that executes malicious code 
 Unauthorized user or privilege escalation 
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Encryption 
 Encryption algorithm consists of 

 Set K of keys 
 Set M of Messages 
 Set C of ciphertexts (encrypted messages) 
 A function E : K → (M→C). That is, for each k  K, E(k) is a function for 

generating ciphertexts from messages 
 Both E and E(k) for any k should be efficiently computable functions 

 A function D : K → (C → M). That is, for each k  K, D(k) is a function for 
generating messages from ciphertexts 
 Both D and D(k) for any k should be efficiently computable functions 

 An encryption algorithm must provide this essential property: Given a ciphertext c  
C, a computer can compute m such that E(k)(m) = c only if it possesses D(k) 
 Thus, a computer holding D(k) can decrypt ciphertexts to the plaintexts used to 

produce them, but a computer not holding D(k) cannot decrypt ciphertexts 
 Since ciphertexts are generally exposed (for example, sent on the network), it 

is important that it be infeasible to derive D(k) from the ciphertexts 
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Implementing Security Defenses 
 Defense in depth is most common security theory – multiple layers of security 

 
 Security policy describes what is being secured 

 
 Vulnerability assessment compares real state of system / network compared to security policy 

 
 Intrusion detection endeavors to detect attempted or successful intrusions 

 Signature-based detection spots known bad patterns 
 Anomaly detection spots differences from normal behavior 

 Can detect zero-day attacks 
 False-positives and false-negatives a problem 

 
 Virus protection 

 
 Auditing, accounting, and logging of all or specific system or network activities 
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Overview 
 Fundamental idea – abstract hardware of a single computer into 

several different execution environments 
 Similar to layered approach 
 But layer creates virtual system (virtual machine, or VM) on which 

operation systems or applications can run 
 Several components 

 Host – underlying hardware system 
 Virtual machine manager (VMM) or hypervisor – creates and 

runs virtual machines by providing interface that is identical to the 
host 
 (Except in the case of paravirtualization) 

 Guest – process provided with virtual copy of the host 
 Usually an operating system 

 Single physical machine can run multiple operating systems 
concurrently, each in its own virtual machine 
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Implementation of VMMs 
 Vary greatly, with options including: 

 Type 0 hypervisors - Hardware-based solutions that provide 
support for virtual machine creation and management via firmware 
 IBM LPARs and Oracle LDOMs are examples 

 Type 1 hypervisors - Operating-system-like software built to 
provide virtualization 
 Including VMware ESX, Joyent SmartOS, and Citrix XenServer  

 Type 1 hypervisors – Also includes general-purpose operating 
systems that provide standard functions as well as VMM functions 
 Including Microsoft Windows Server with HyperV and RedHat Linux 

with KVM 

 Type 2 hypervisors - Applications that run on standard operating 
systems but provide VMM features to guest operating systems 
 Includeing VMware Workstation and Fusion, Parallels Desktop, and 

Oracle VirtualBox 
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OS Component – CPU Scheduling 
 Even single-CPU systems act like multiprocessor ones when 

virtualized 
 One or more virtual CPUs per guest 

 Generally VMM has one or more physical CPUs and number of 
threads to run on them 
 Guests configured with certain number of VCPUs 

 Can be adjusted throughout life of VM 
 When enough CPUs for all guests -> VMM can allocate dedicated 

CPUs, each guest much like native operating system managing its 
CPUs 

 Usually not enough CPUs -> CPU overcommitment 
 VMM can use standard scheduling algorithms to put threads on 

CPUs 
 Some add fairness aspect 
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Distributed File System

 Distributed file system (DFS) – a distributed 
implementation of the classical time-sharing model of a file 
system, where multiple users share files and storage 
resources

 A DFS manages set of dispersed storage devices
 Overall storage space managed by a DFS is composed of 

different, remotely located, smaller storage spaces
 There is usually a correspondence between constituent 

storage spaces and sets of files 
 Challenges include:

 Naming and Transparency
 Remote File Access 














